Minimum Intrusion GRID



Motivation: DCSC GRID Machine




Build one to throw away

So, In a given time frame, plan to achieve
something worthwhile in half the time,
throw it away, then rebuild what has to
be a better version, given the advantages
of hindsight.



MIG

e Minimum intrusion GRID

e This really is the philosophy

— We want to develop a GRID middleware that
makes as few requirements as possible



What's wrong with the GLOBUS
model?

e Single point of failure
— There may be redundancy

— But algorithmically these collapse onto
one component

— We need a model where liveliness
scales with the system-size



What's wrong with the GLOBUS
model?

e Lack of scheduling

— Parallel submissions end up on the
same resource

—No means of addressing changes to
timing that originates from the local
gueuing system

—We need real scheduling with online
properties



What's wrong with the GLOBUS
model?

* Poor scalabllity

—Paradox: The more resources Grid has
the faster your job can be completed —
but the time to submit your job grows
linearly

—If you assume that the number of users
grow with the size of the Grid, the users
actually looses from larger Grid’s



What's wrong with the GLOBUS
model?

 No means of implementing privacy

— Users need to authenticate themselves to the
resource

— Users contact the resources directly

— Some users are concerned with exposing
what they are working on

— We need to allow anonymity



What's wrong with the GLOBUS
model?

 No means of utilizing ‘cycle-scavenging’

— The Globus model expect the machine to be
dedicated

— And be available for a predefined period

— Condor + NorduGrid do address this
e But not with deadlines

— We would like a model that uses cycle-
scavenging but with deadlines



What's wrong with the GLOBUS
model?

 Require a very large installation on each
resource and on the user site
— The resource software Is huge
e 385+ MB binaries

— The client software Is pretty large
e 126+ MB binaries
e Though ARC-lib limits the client side enormously

— We need a model that require no software to
be Iinstalled on either resource or client side



What's wrong with the GLOBUS
model?

* Firewall dependency

— Globus requires a number of ports to be
opened In the firewall

e 2135, 2811-14, 9000-9300
— System administrators are very reluctant to do
this
— We need a setup that exists within the
confines of a standard setup



What's wrong with the GLOBUS
model?

 Highly bloated middleware
— The middleware has become huge
— There are large amounts of dead code
— Much replicated code

— We need middleware that is more compact
and maintainable




What's wrong with the GLOBUS
model?

 Complex implementation using multiple
languages
— Mutiple languages are used in Globus

— None (few) seems to be well chosen

 Much C code — but the functions are not system
related or performance limited

 Some Perl code — actually well chosen for the
functions but unreadable and hard to maintain



MIG Idea

 MIG should address all the previous
concerns

 GRID should be a system
— not just a protocol between sites

* By having a set of servers that are GRID
we get full control of GRID
— we upgrade all machines at the same time

e Users and resources do not have to
maintain anything



The desired user view of MIG

 MIG should be a virtual computer to the
user

e Files are stored within MiG — each user
has his own home-directory

— In job descriptions files are relative to the
users home-directory

 Eventually we’d like interactive application
support

 Economically MiG should be fair



The desired resource view of MIG

 MIG is just another user
— or set of users

 Economically MiG should be fair



MIG Rules

V.

Nothing produced by MIG can be required to
be Iinstalled on either the resource or client
end

Everything within MiG must be implemented In
Python unless another language is absolutely
required

Any design and implementation decision must
optimize towards transparency for the users

Anything that is not right must be thrown away



The abstract MiIG model
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MIG requirements - User

e Users should depend on no Iinstalled SW
— A web-browser should be enough

e |n addition to a browser the users need
only a certificate

— A scriptable user-interface is also available —
but not required



MIG requirements - Resource

 Resources should only create a MIG user
e As few regquirements to the resource as

POSSI
— sup
— sup

nle
nort ssh inbound
port https outbound

 The system administrator also needs a
certificate to register the resource



The simple MiIG model

 The user sends a job to the GRID machine

 The GRID submits the job to a free
resource

— When one is available
— Otherwise the job will be stored

e The users can then retrieve the result
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Simple model - design

1. User communicates with the MiG server using HTTPS and
certificates.
. Resource reguests a new job to execute.
. The MIG server creates the job script.
. MiG server sends the job to the resource using SCP.
. The resource starts the job script.
. Resource requests the needed inputfiles from the MiG server
. The job Is being executed
. Resource sends outputfiles to the MIG server
. MiG server cleans up the resource using SSH (files and
processes)
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New concepts

e A job also consists of getting the input-files
and sending the output-files

« Home directory on grid server

— Input-files must be in the users personal
nome directory and output-files is send to the
nome directory




MRSL job specification

e Globus RSL and Nordugrid xRSL too
e« complex.

e - Most keywords are similar to those In

e RSL/XRSL:

— EXECUTE,INPUTFILES,OUTPUTFILES,
EXECUTABLES,CPUTIME,MEMORY,
DISK,RUNTIMEENVIRONMENT,JOBNAME,
NOTIFY,ARCHITECTURE,ENVIRONMENT,
CPUCOUNT,NODECOUNT,MAXPRICE



MRSL example

EXECUTE::

echo "Hello World"
uname -a

cat inputfile >>

outfile

NOTIFY::

jabber:
karlsen@jabbernet.dk

INPUTFILES::
inputfile
OUTPUTFILES::
outfile

"MEMORY::
128

:DISK::

10
:MAXPRICE::
30
CPUTIME::
1000
:JOBNAME::
myjobname



MIG from the resource POV

e Configuration on MIG server

o Updated using browser or script

— Scheduler: architecture, disk, memory,
cpucount, nodecount, runtimeenvironment

— Pricing: minprice
— Other: scriptlanguage (sh or python)

— hosturl, miguser,hostkey
* For scp/ssh to the resource.



MIG from the resource POV

miniscript.sh requests and executes a single job.
Pseudo code:
newjob = curl mig.server.url/cgi-
bin/requestnewjob?cputime=%cputime
chmod +x newjob
/newjob
Resource without queue system:
no_queue.sh. Pseudo code:
while[1]; do
Jminiscript.sh
done



Implementation status

* Most basic functionality implemented
 One user (gene research)
e 83 resources, 122 cpu's

* Monitor
http://mig-1.imada.sdu.dk/monitor.html



Transparent Remote File Access

 Huge input files incur a number of
oroblems:

 Download time vs. total execution time
* Job execution on the resource Is delayed
e Storage requirements on resources

e Often only small scattered fragments of
iInput files are needed

e How about automatic on-demand
download of needed data?




Example

int fd = open(“inputfile”, O_RDONLY);

while ((i=read(fd, &buffer, 2000)) >0){
[* process buffer */

}

User applications need not be recompiled or rewritten!



Approach

* A widely supported file transfer protocol
supporting range requests

e Catch file access routines

— Direct them to the server holding the input-file

— Direct local file access to the native file
system

e Ensure minimum Intrusion on the resource



Communication Protocol

* HTTP supports a “range” parameter in get

request:
GET /inputfile HTTP/1.1

HOST: MIG_server.imada.sdu.dk
Range: bytes=2000-3000

« No range support in put requests

 In order to support writing to remote files,
a custom web server is developed



Overriding file-access

« Override a subset of file manipulating
routines:
—open, close, read, write, seek,
dup, sync , etc.

* Preload this library using the
LD PRELOALRnvironment variable

— Requires user apps to be dynamically linked

e Forward local file access to the native file
system using the dlfcn library



Minimum Intrusion

e “Minimum intrusion” implies:
— No root install of software on the resource
— No requirements on the firewall configuration
 All we need is a local grid user and an
http-connection

— The library Is just another part of the
executable

e Thus everything must run in user space




Efficient Access

e Simple solution: general purpose block size
based on n/2-analysis

* Advanced solution: depends on the user
application:

— The nature of the application (sequential vs non-
sequential file access)

— The block size used in the application
e Introduce prefetching (1 block read-ahead)

« Adjust the block size dynamically based on the
prefetching and the time taken to transfer a
block



Experiments

o 4 experiments:
— Overhead: read a one byte file
— 1/O intensive application: Checksum a 1 GB file
— 1/0O balanced application: Process a 1 GB file
— Partial file traversal: Search a 360 MB B+ tree for a
random key
e 3 test setups:
— Local execution
— Copy model
— Remote access model



Performance

Experiment |Local Copy Remote

1B file 0.002 0.152 0.008
Checksum 50.11 130.1 114.3
Balanced 632.83| 721.22| 600.72
B+ Tree 0.002| 30.692| 0.0186




Summary on file access

 Download time of input files Is eliminated,;
the job Is started immediately

 Only needed data is transferred

e Jobs previously impeded from grid
submission due to huge input files are now
ready for the grid

 The model outperforms a standard copy-
model

 The library Is entirely user-level



GeneRecon

e Genetic factors in inheritable diseases

e GeneRecon

— analysis of population genetic data

 locate areas of a genome which may be linked to
“genetic diseases” (cancer, diabetes Il, etc)

— based on a Markov-Monte-Carlo method
e search through a very large parameter space
« Experiment: genetic or env. cause

— requires thousands of GeneRecon runs with
different input



Resource Requirements

« GeneRecon
— single CPU application
— written mainly in C but using Scheme
—very CPU-Iintensive
— one run: 1-7 days on a 'standard' computer
— limited memory and disk requirements
e EXxperiment
— 30000 independent GeneRecon runs
— full parallelism
—all in all: at least 82 CPU-years



Finding Resources

* Only 12 node cluster locally available
e Grid

— suitable resources

— software requirements (Scheme)



MRSL Example

RUNTIMEENVIRONMENT::
GENERECON-2.1.3

EXECUTE::
$GENERECON_HOME/generecon run-1304.scm
:JOBNAME::

GeneRecon-1304

“INPUTFILES::

run-1304.scm

:OUTPUTFILES::

locus.txt +JOBID+/locus.txt

cluster.txt +JOBID+/cluster.txt
connectedness.txt +JOBID+/connectedness.txt
likelihood.txt +JOBID+/likelihood.txt
:CPUTIME::

345600



Runtime Environment

* Description of job execution environment

e C library versions
— three sites, three versions :-(

e GeneRecon RE

— path to correct version
e simply use GENERECON_HOME variable

— static input files
e only need to (implicitly) transfer one input file

— Jobs are only handed out to suitable resources



GeneRecon Conclusion

 Experiment is only feasible with Grid

* Nearly 1000 jobs finished
— 4 CPU-years in 2 weeks
— Still about 29000 of the 30000 jobs left

 MIG consistently delivers the resources!
* Analysis of results just started

e Future
— greater projects now possible
— SSS, check-pointing



Considering the simple MiG model

e Single point of failure
— and bottleneck

e Solution
— add more GRID machines



The full MiG model

User A2 > GRID > Resourcd

\

GRID > Resourcd
User /
P, ‘ GRID | ~Resourci
User g

esourc



Considering the full model

 How do we survive the crash of a GRID
machine?
— make redundant copies of jobs and results

« How do we schedule on multiple GRID servers?
— Envy based load-balancing

e How iIs the user informed of GRID machines?

— Users automatically get new hostlist when contacting
GRID

— But he only needs to access one



Future work

Shared data-structures for MiG
Fault-tolerance

Load balancing

Accounting and Job Pricing

User defined scheduling

Grid File System

Occam like job description language



Future work

 |nterfacing with other Grid Implementations
 Programmers API

o Stand-alone http server in Python

e Monitoring

e Statistics

o Application User interfaces

e Graphics rendering on GRID

« Command line interface

e Screensaver model



